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Abstract

In the context of model-based reinforcement learning, the distil-
lation of world models seeks to transfer the capabilities of large,
comprehensive environment models ("teachers") into more com-
pact and efficient alternatives ("students"). While large models can
capture complex dynamics across diverse tasks, their deployment
often requires significant computational resources and can become
infeasible when constrained by limited hardware. In this paper, we
distill the world model of the general-purpose algorithm Dream-
erV3 and test its performance across the Atari games Air Raid and
Ms. Pac-Man, used as benchmark tasks. The parameter count, per-
formance, retention ratio, and action match of the distilled models
are compared to their respective teachers. Students with up to 20x
fewer encoder parameters retain at least 95% of the teacher’s score
in both games. Compressing the RSSM reduces the deployed model
by 84.3% and lowers inference latency by 2.91x, while still retaining
94.8% of the teacher’s mean return on Air Raid. After an adaptation
stage, students combining both distilled components outperform
an undistilled DreamerV3 model of comparable size by up to 84%.

1 Introduction

Recent progress and research on deep reinforcement learning (RL)
techniques has led to substantial developments in model-based re-
inforcement learning (MBRL) algorithms [23] - that is, algorithms
which learn a world model by exploring a given environment, in or-
der to optimize a policy to effectively interact with it. In 2019, Hafner
et al. introduced Dreamer, an MBRL algorithm designed to learn
a model of its environment from visual inputs which then unrolls
latent state trajectories to train a policy, a process denoted by the
authors as latent imagination [8]. The third version of the algorithm,
known as DreamerV3, is broadly applicable, data-efficient, and sta-
ble across several benchmark tasks, such as Atari, DeepMind Con-
trol Suite, ProcGen, and even diamond collection in Minecraft [9].
DreamerV3 was shown to outperform specialized state-of-the-art
alternatives across over 150 diverse tasks [9].

Multiple studies have been conducted to apply RL in robotics [17,
30, 33, 38], Internet of things [3], or communication and networking
[24]. The common point between these applications is that they
often consist of embedded systems with limited hardware resources
and a requirement for low energy consumption. This constraint
restricts the deployment of the DreamerV3 algorithm, despite the
ample advantages brought forward by its world model. With the
default of 200M parameters used for the model by Hafner et al. [9],
and the necessity of the encoder and recurrent state-space model
to be executed at every control step alongside the actor network,
memory and latency costs could exceed what many embedded
systems can afford [34].

*All authors contributed equally to this research.

This difficulty of deployment issue persists among similar large
world models, and solutions focused on sim-to-real transfer (that
is, training an algorithm within a simulated environment with
the purpose of deploying it to a real-world machine) have been
proposed in related work, such as [20, 35, 37]. Among these, the
TWIST (Teacher-Student World model Distillation for Sim-to-Real
Transfer) method proposed in [37] and benchmarked on DreamerV2
presents an objective most similar to our own, though we focus
our distillation on the encoder and Recurrent State-Space Model
(RSSM) components and do not distill imagined rollouts. Therefore,
we adapt the TWIST methodology to distill the DreamerV3 world
model, and compare against the teacher’s performance to justify
our work.

Our experimental setup focuses on three cases: (1) distilling only
the encoder, (2) only the RSSM, and (3) combining the encoder
and RSSM distillations. We obtain favorable results for the student
models’ performance, with the caveat that these do not always gen-
eralize across all training seeds, and identify meaningful limitations
of our distillation method.

2 Related Work

Our work lies at the intersection of three lines of research. We first
review model-based RL algorithms and compare their inference cost
at deployment. We then survey how prior work has deployed RL
on constrained hardware, where distillation is a common approach.
Finally, we discuss existing world model distillation methods and
the gaps they leave for DreamerV3.

2.1 Model-Based Reinforcement Learning

Model-based reinforcement learning (MBRL) agents learn a pre-
dictive model of their environment and use it to simulate, plan
and optimize actions, improving sample efficiency over model-free
methods. Notable approaches include Probabilistic Ensembles with
Trajectory Sampling (PETS) [5], Model-Based Policy Optimization
(MBPO) [15], the Dreamer family [8, 9] and the Temporal Difference
Learning for Model Predictive Control (TD-MPC) family [10, 11].
TD-MPC combines MBRL with model predictive control and shows
particular promise in continuous control. However, like MuZero
[29], it plans at decision time, querying its world model many times
for every action. Dreamer, following Dyna [31], instead uses its
model only during training to imagine trajectories for the actor
and critic. At deployment it runs the encoder, one RSSM [7] up-
date and the actor per step, so its inference cost is dominated by
the encoder and RSSM, the components we distill. The Dreamer
algorithm is therefore a good candidate for reinforcement learning
in constrained hardware, as its per-step inference cost is a single
forward pass through the encoder, the recurrent state update and
the actor. In contrast, TD-MPC instead must repeatedly roll out its
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world model to plan each action, so its compute and latency grow
with the number of sampled trajectories.

2.2 RL on constrained hardware

RL, especially Deep RL, demands vast memory and computing
power [21], which embedded systems cannot offer. A number of
researchers have tried to tackle this obstacle from the hardware
aspect [30], while others have attempted to overcome the challenge
by means of software implementation. Among them, knowledge dis-
tillation appears to be one of the most popular methods to compress
a deep reinforcement learning agent[14, 28].

Jang et al. [14] conducted one of the earliest studies on model
compression for edge computing systems, where they proposed
the idea of training a student model on an edge device by distilling
the policies from a pre-trained cloud network. Sharing the same
concept of policy distillation, Xu et al. [36] suggested that instead
of using a predefined architecture, the student agent can be con-
structed by continuously pruning the least important filters from
the teacher’s policy network. At the beginning of the training pro-
cess, the students would still be relatively large, comparable to the
size of their teacher, resulting in a higher demand for computational
power at this stage. Although they did not evaluate whether the
students would fit on a system with less hardware resources, their
experiments showed that with a high pruning rate, the compressed
models were still able to achieve high average reward.

While the listed studies have proven that it is feasible to de-
ploy deep RL agents on embedded hardware via knowledge dis-
tillation, their scope has been limited to the compression of Deep
Q-Networks. Our research targeted the DreamerV3 agents, which
are computationally heavier. We aimed to investigate how much the
Dreamer algorithm could be effectively compressed using different
distillation techniques. Since our work focused on the distillation
approaches rather than finding the optimal size of the student, we
made a prior decision on the number of parameters of the student
and kept it fixed for all experiments.

2.3 Distillation Approaches

Knowledge distillation [12] is widely used to compress deep RL
agents, most commonly for policy distillation [28]. Fewer works
distill the world model itself, even though for agents such as Dream-
erV3, the encoder and the RSSM dominate the inference cost.

The world model distillation methods that do exist are mostly
motivated by deployment limitations. The main point of comparison
for this paper is the TWIST approach [37], where a trained teacher
model supervises a student that sees domain-randomized images by
matching latent states, enabling sim-to-real transfer on DreamerV?2.
With a different focus, Khanzada & Kwon [18] train a DreamerV3-
style teacher with a dense, privileged reward, and distill its latent
dynamics into a student trained on sparse rewards. Kuzmenko
and Shvai propose TD-MPC-Opt [20], which focuses more on the
practical limitations of model deployment by distilling a 317M-
parameter multi-task TD-MPC2 agent into a 1M-parameter model
on the MT30 benchmark. Wang et al. introduce WestWorld [35],
another general-purpose world model which they then distill for
deployment on a real-world Unitree Gol, a bionic quadruped robot.
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And Fan et al. [6] distill the world model of the dream evaluator of
their DreamAvoid framework to reach interactive latency.

While these approaches show successful examples of world
model distillation, they are either: (1) working on world model
architectures which are fundamentally different from those in the
Dreamer algorithms (WestWorld, DreamAvoid); (2) focused on dis-
tilling other components of the model, considering the differing
goals and benchmarks; or (3) distilling into student models which
are not sufficiently small for tackling hardware limitations for de-
ployment. From these considerations, we motivate the research for
our DreamerV3 distillation approach.

3 Preliminaries

3.1 Model-Based Reinforcement Learning

3.1.1  Partially Observable Environments. We consider an agent
interacting with a partially observable Markov decision process
(POMDP) [16], defined by the tuple (S, A, X, T,R, O, y). At each
time step ¢ the environment is in a hidden state s; € S, the agent
receives an observation x; € X, x; ~ O(x; | s;), takes an action
a; € A, and the environment transitions to s;+; ~ T(sp+1 | Sz, az)
while emitting a reward r; = R(s;, a;). Since x; does not fully
determine s; (a single Atari frame, for instance, does not reveal
object velocities), the agent must act on its history of observations
and actions. Its goal is to learn a policy that maximizes the expected
discounted return E[ N ytrt], with discount factor y € [0, 1).

3.1.2 World Model Learning. Model-free methods learn a policy or
value function directly from environment interaction [32]. Model-
based methods instead learn a model of the environment, a world
model, from a replay buffer D containing past environment inter-
action trajectories 7, and use it to improve the policy [26, 32]. For
high-dimensional observations such as images, predicting future
observations directly is expensive. Latent world models [7] there-
fore encode the history into a compact latent state and learn the
dynamics, reward r; and episode continuation flag ¢, in that latent
space. A learned model can be used in two ways. Decision-time
planning [32] searches the model at every step to select an action,
for example with tree search or model predictive control (MPC).
Background planning, as in Dyna [31], uses the model to generate
imagined trajectories of latent states, rewards and continuation
flags, rolled out from replayed states, on which a policy and value
function are trained. Dreamer follows the latter approach. This
means that, once trained, the agent acts with a single forward pass
of its encoder, recurrent state update and actor, while the remainder
of the world model is needed only during training.

3.2 The Dreamer Algorithm

This section focuses on the third generation of the Dreamer algo-
rithm proposed by Hafner et al.[9]. The algorithm operates on three
neural networks: the world model predicts the outcome of potential
actions, the critic judges the value of each outcome, and the actor
chooses actions to reach the most valuable outcomes. The world
model will be our distillation target later on. Note that in this paper,
we will use a PyTorch implementation of Dreamer [27], from which
we extend our distillation pipeline.
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At deployment, only the encoder, sequence model and actor are
executed at each step (blue in Figure 7, Appendix C); the decoder,
reward, continue and dynamics predictors and the critic are used
only during training. In the algorithm, the components are trained
concurrently from replayed experience of the agent interacting
with the environment. The following section describes the inner
workings of the three models.

3.2.1  World Model. The world model is implemented as a Recur-
rent State-Space Model (RSSM) [7] which follows auto-encoding
principles [19]. An encoder maps sensory inputs x; to stochastic
representations z;. Then, a sequence model with recurrent state h;
predicts the sequence of these representations given past actions
a;—1. Here, h; is a deterministic state that summarizes the history of
past representations and actions, whereas z; is a stochastic variable
that captures the information in the current input x; and the uncer-
tainty about it. The concatenation of h; and z; forms the model state
from which rewards r; and episode continuation flags ¢; € {0, 1}
are predicted. Then, a decoder reconstructs the inputs x; from the
model state to ensure informative representations:

hy = qu(ht—la Zi-1,-1)
Zr ~ Q¢>(Zt | e, xt)

2 ~ P¢(2t | ht)

P~ Pq&(f’t | ht, zr)

¢~ py(Cr | heszt)
X~ pg(Xe | by, zt)

The dynamics, reward and continue predictors are MLPs. De-
pending on the input data, the algorithm uses different input-
transformers for the model. Given that our input will be image-
based (Atari-game screencaptures), the input-transformer to be
used is a convolutional neural network (CNN) [9]. The CNN output
e; is concatenated with h; and mapped by an MLP to the parameters
of z;. Together, the CNN and this MLP form the encoder g4 shown
in Figure 7 in Appendix C. The representations are sampled from
a vector of softmax distributions. Since this sampling step is not
differentiable, straight-through gradients [2] are used: the forward
pass uses the discrete sample, while the backward pass treats the
sampling as the identity and passes gradients through the softmax
probabilities. The world model is trained with reconstruction, re-
ward and continuation losses together with KL terms between the
posterior and the prior [9]; for distillation purposes, we will use a
pretrained teacher and keep its components frozen throughout.

Sequence model:
Encoder:

Dynamics predictor:
Reward predictor:
Continue predictor:
Decoder:

RSSM

3.2.2  Actor & Critic. In DreamerV3, the actor and critic are trained
on trajectories imagined by the world model [9]. The critic estimates
expected future returns, while the actor np(a; | s;), with s, =
(ht, z;), outputs a categorical distribution over the discrete Atari
actions.

3.3 Knowledge Distillation Methods

Knowledge distillation transfers capabilities of a large teacher model
to a small student model, by training the student to reproduce the
the teacher’s outputs. Formally, we aim to minimize the Kullback-
Leibler (KL) divergence between the teacher and the student’s tem-
perature softened output distributions [12]:

Lxr =« KL(J([T/K) || U(fS/K)) , (1)
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where o is the softmax function, k is the temperature, ¢ is the
model output logits, and the (.)” and (.)° superscript respectively
denote any output logits by the teacher and the student model.
Throughout this paper, we set the temperature k = 1. The student
can also regress on the teacher’s internal representations directly
with a distance loss [1]:

Luse =ly* - "5, @

where y denotes the matched representation. [12] shows that, at

high temperatures, Equation 1 is equivalent to minimizing Equation

2. In RL, same principles are applied to transfer policies from a
teacher to a compact student.

In the case of DreamerV3, the CNN output e; and deterministic
recurrent state h, are representations, and can be matched using
equation 2, while the stochastic representation z;, the actor 7y, and
the dynamics predictor py (Z;|h;), are probability distributions, and
can be matched using equation 1.

4 The DreamerV3 Distillation Process

As established in the introduction, our approach adapts the TWIST
methodology [37] to distill the DreamerV3 world model. Figure 7 in
Appendix C shows that, at deployment, only the encoder, one recur-
rent update and the actor are executed, so these are the components
whose cost we reduce. We distill the encoder and RSSM separately
since they differ in structure and cost, and then combine the in-
dependently distilled components. Figure 8 (Appendix C) gives a
visual overview of both distillation settings and their loss terms.
Various loss functions are chosen with the objective of matching
each part of the teacher at a level where the student can reproduce
its behavior.

4.1 Distilling for a Smaller Encoder:

The CNN encoder involves repeatedly sweeping a large set of shared
weights through an input image, which can be computationally
intensive at deployment. Therefore, we want to distill the encoder
part of the world model, while keeping the teacher’s frozen RSSM
and actor. A top-down view of where the loss signals for distillation
could come from is shown in Figure 8 (see Appendix C). The main
goal of distillation is to force the students to play just like the
teacher over game trajectories, meaning that the agent should take
the same actions given the same observations. Then naturally, the
two terms we want to minimize would be the difference between
policy distributions:
s st = (he, z1)s

o ) )
®3)

and the difference in the history value output of the teacher
RSSM, computed respectively, from the teacher and students previ-
ous (hy, z;, ar) tuples:

-En =E..p

Ly, =E.p

S I, - hfﬂuz], b = fy o). @
t

Note that any network used to compute a representation with
the T superscript has their weights frozen.
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Following this, we form our primary loss signal using these two
loss terms, weighted using GradNorm [4] to ensure both losses
facilitate learning at the same rate:

Lprimary(f) =wg Ly +wy L. (5

The encoder’s last CNN layer outputs, e;, and the encoder’s
posterior, z;, do not have to be an exact match between the student
and the teacher, since (1) minimizing the loss in equation 5 is the
main objective, and (2) we want to allow the inherently smaller
student architecture some freedom to learn in flexible ways that may
achieve good results with different intermediary representations
and distributions. However, it may still help speed up the training
if we use the difference in these two terms as a loss signal to guide
the student in the right direction. Thus, we have the following loss
terms:

Le(x;) = ZMSE(e,T, ef), e,T =encg(x;), ef =ency(x;); (6)
t

£,60) =D (ag (2 VWLl )| 0o (5 1 0E€F)). @)

Note that in Equation 7, to better guide the student, we use

teacher’s history state k! to compute student’s latent z;. Further-

more, since the computation of e; and z; do not depend on past

observations, we can use any single frame x; instead of a trajectory
7. Then these two loss terms form our secondary loss signal:

Lsecondary (x) =we Lo +w, L. (®)

We do not want the secondary loss to disrupt the minimization of
the primary loss. Therefore, we first train only using the secondary
loss, then switch to training with only the primary loss.

4.2 Distilling for a Smaller RSSM

Unlike encoder distillation, this setting retains the teacher’s frozen
CNN encoder and compresses the recurrent state-space model
(RSSM). The goal is to preserve the teacher’s latent predictions
and action selection while reducing recurrent inference cost.

4.2.1 Student Architecture and Latent Distillation. Both models
process the same observations and recorded actions using shared
embeddings e; = ency(x;) (bottom row of Figure 8, Appendix C).
Each maintains its own recurrent state h; = f(h;—1,24-1, a;-1). We
write g = q(z; | ht, e;) for the observation-conditioned posterior
and p; = p(z; | hy) for the prior. We minimize the teacher-to-
student KL divergence introduced in Eq. (1), with temperature
k=1

Lxp =Er.p [DKL(thIqu) + Dy (pf llp? )] ~ ©)
Each KL term sums over the categorical variables. The student
follows its own recurrent history; thus, these losses match distri-
butions along recorded trajectories but do not guarantee accurate
autonomous rollouts. We do not align the differently sized deter-
ministic states directly.

4.2.2  Policy and Prediction Supervision. Because the compressed
state cannot be fed into the teacher’s actor, we train a separate
student actor on s; = (h3,z7). Following the policy-distillation
principle in Eq. (1), its soft action-imitation loss is

Lucion = ~Brp| Y 7rlals])logns(als)|.  (10)
aceA
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This cross-entropy has the same student gradients as policy KL,
since the teacher entropy is constant. The student actor, reward
predictor and continuation predictor each have two hidden layers
of 256 units. Reward and continuation losses use recorded environ-
ment outcomes rather than teacher predictions; their heads support
world-model evaluation but are not needed for action selection.

4.2.3 Two-Stage Optimization. We first optimize Lxp alone, then
jointly train the RSSM and compact heads using

-Cjoint =Lxp + Lreward + Leont + 10 Laction- (11)

The evaluated model uses 5000 KL-pretraining and 3000 joint-
training update attempts; mixed-precision overflow can skip opti-
mizer updates. Both stages use existing replay data, with no new
environment interaction or actor—critic training. We do not use
shared-history supervision or multi-step KL training. At deploy-
ment, the student uses the frozen encoder, compressed RSSM, and
compact actor.

Additional details on the development of the RSSM distillation
procedure, including intermediate configurations and training ad-
justments, are provided in Appendix A.

4.3 Combining the Distilled Encoder and RSSM

We combine the independently distilled components into one agent.
Since separately trained latent representations may be incompatible,
we compare three merging strategies: direct merging, encoder-only
adaptation and joint fine-tuning. The latter two are each evaluated
with fixed loss weights and with GradNorm, giving five configura-
tions in total.

4.3.1 Direct Merge. We connect the distilled encoder to the com-
pressed RSSM and student actor without further training, establish-
ing a baseline.

4.3.2  Encoder-Only Adaptation. We freeze the compressed RSSM
and actor and train only the encoder. The reference pathway uses
the teacher encoder with the same frozen compressed RSSM and
actor. The policy KL and the embedding MSE have the forms already
introduced in Egs. (3) and (6), but use teacher’s encoder output as
references to adapt the alignment of classes from student’s Encoder
to student’s RSSM. For posterior KL, we use one different from that
in Equation 7, where the student encoder uses the student history
state hy and we compute the KL over full trajectories:

L:(0) = Beon| D, (9 (20 | €] || ag(ae 1B eD)] . (2)
Then our fixed-weight objective is:
Ladapt('[) =L, +01L;, +0.05L,. (13)

Alternatively, we use the GradNorm-weighted policy and hidden-
state objective of Eq. (5). Here £}, compares recurrent states ob-
tained using the two encoder embeddings through the same frozen
compressed RSSM, so both states have equal dimension.

4.3.3 Joint Fine-Tuning. Starting from the direct merge of Sec-
tion 4.3.1, we jointly optimize the encoder, RSSM, and actor against
the full teacher. We reuse the embedding, posterior, prior, hidden-
state, and policy losses defined above, normalizing each by its fixed
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training calibration mean:
LFT(T) =wele + w, L, + Wprioerrior (14)
+wp Ly +woly.
For hidden-state alignment, a temporary linear projection maps the
student’s 2048-dimensional state to the teacher’s 8192-dimensional
state. We compare fixed weights (1, 1, 1, 1, 10), ordered as in Eq. (14),
against GradNorm, which adapts the weights of all five terms during
training; both variants use the same starting point.The projection
is discarded after training, so deployment architecture remains
unchanged.

5 Experiments
Our experiments investigate the following questions:
Q1 How much of the teacher’s control performance does a dis-
tilled student retain?
Q2 How much do distilled students reduce parameter count and
inference latency?
Q3 Do distilled students outperform undistilled DreamerV3 mod-
els of comparable size?
To study how well the teachers and the students could handle
different levels of complexity, we trained 2 Atari games, Air Raid
and Ms. Pac-Man, with 3 seeds for 100k steps each. Air Raid only
requires the player to move horizontally and evade the enemies’
attacks, while Ms. Pac-Man has to travel all over the map to eat
all the pellets, running from or chasing after the ghost during the
process.

5.1 Experimental Setup

Table 1: Encoder architectures (convolutional channels per
layer), parameter counts, and reduction relative to the en-
coder of the 200M-parameter teacher. sep denotes depthwise
separable convolutions.

Encoder Conv. channels Params Reduction
Teacher [128, 192, 256, 256] 3.49M -
L [64, 128, 192, 256] 740k xX4.7
S [32, 64, 128, 256] 389k %X9.0
XS [16, 32, 64, 256] 172k x20
S, sep [32, 64, 128, 256] 47k X74
XS, sep [16, 32, 64, 256] 21k X166

5.1.1  Setup for distillation of a smaller encoder. We set our teacher
model as the same 200M parameter model used to train the atari100k
from the DreamerV3 paper [9]. For the CNN encoder, the teacher
uses a 5 X 5 kernel with stride 1, then down-samples with a max
pooling layer. To save on compute, the student uses a 3 X 3 ker-
nel with stride 2, skipping the down-sampling. In Table 1, we list
the encoder architecture of the teacher and the many students in
terms of channel sizes of CNN layers: [channell, channel2, chan-
nel3, channel4]. A student denoted sep uses a depthwise separable
CNN [13] to further reduce parameter counts. We run two separate
experiments where we always train the student for 5000 steps with
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the primary loss in Eq. 5, but also train the student beforehand, with
5000 or 0 warm up steps with the secondary loss in Eq. 8. We per-
form all trainings with a learning rate of 3 x 10~* and the AdamW
optimizer [22]. To answer Q1 and evaluate students at deployment,
we compute the score retention ratio and action match for each
encoder size. We quantify these by:

student game score

retention ratio = ——————, (15)
teacher game score
and
L X
. _ 1 S_ T
action match = N gl 1a} =a;|, (16)

where N is the number of evaluated time steps, a; and a! are the
actions selected by the student and teacher policies given the same
observation, and 1[-] is the indicator function. Both metrics are
averaged over 100 additional gameplay episodes per Atari game.

Teacher

Student I 20.82M
\ \ \ \

0 40 80 120 160

Parameters (millions)

. CNN encoder RSSM . Prediction heads

Figure 1: Parameter distribution in the teacher and student
models. The CNN encoder remains unchanged. Distillation
reduces the parameter count from 132.81M to 20.82M, achiev-
ing an 84.3% reduction (6.38X compression).

5.1.2  Setup for Distillation of a Smaller RSSM. We use the proce-
dure of Section 4.2, termed Latent Dynamics Decomposition (LDD),
which compresses the RSSM by separately matching the teacher’s
posterior and prior latent distributions via KL divergence and its
action policy via soft imitation. We retain the teacher’s frozen CNN
encoder and reduce the deterministic recurrent-state dimension
from 8192 to 2048, using a student internal hidden width of 512.
The stochastic state retains 32 categorical variables with 64 classes
each. The student uses separate actor, reward and continuation
heads, each with two hidden layers of 256 units. Figure 1 reports
the resulting parameter counts.

Training uses the teacher’s existing Air Raid and Ms. Pac-Man
replay buffer, with a temporal split allocating 90% to training. Each
batch contains two sequences with 64 burn-in steps followed by 32
learning steps. The learning rate is 10™%, with zero weight decay,
gradient clipping at 100 and mixed-precision training.

We first train the student RSSM using prior and posterior KL
losses for 5000 update attempts. We then reset the optimizer and
jointly train the RSSM and compact heads for another 3000 attempts,
retaining both KL losses and adding reward, continuation, and
soft action-imitation losses. The action-imitation loss has weight
10; the remaining terms have unit weight. These counts denote
update attempts, since mixed-precision overflow handling may skip
optimizer updates. To assess the robustness and generalizability of
the approach, we train and evaluate Air Raid and Ms. Pac-Man on
3 different seeds (Section 5.3.4).
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5.2 Results of Encoder Distillation

5.2.1 Summarized results. The results for Air Raid and Ms. Pac-
Man are summarized in Figure 2, where we present the retention
ratio and action match for different encoder sizes, averaged over
the 3 seeds. We report exact result figures in Appendix B, Table
4. As a measure of how well the students reproduce the teachers’
latent states z;, we additionally report the mean posterior KL and
the mean difference in the history state h; for both games in Ap-
pendix B, Table 5. We also report the inference time of all encoders
in Appendix B, Figure 6. We observe that the performance degrades
roughly linearly on the given logarithmic scale as the student en-
coder parameter shrinks.

5.2.2  Results of standard convolution (QT). Students with standard
convolutions retain most of the teacher’s performance with both
retention ratio and action match above 90%. We observe that, even
though the L student imitates the teacher better by having a higher
action match and a lower posterior KL, the S student outperformed
the L student on mean retention ratio in 10 out of the 12 runs.

5.2.3 Results of depthwise separable convolution (Q2). Students
with depthwise separable convolutions have a further parameter
count reduction of four to eight times (Table 1), but the mean student
performance also suffers. This also introduced a large variance
to retention ratio, action match, posterior KL, and history state
differences. We also observe in Figure 6 that the sep students, despite
having much less parameters, increased the latency. This may be
due to the fact that sep convolutions are less parallelizable on a
GPU than standard convolutions [25].

5.2.4  Effect of pre-training with secondary loss. Pre-training 5000
steps with secondary loss improves the mean in retention ratio
for all Air Raid students and in 4 out of the 5 students in Ms. Pac-
Man. It also lowers both the posterior KL and the history state
difference in 9 out of the 10 student and game combinations. So we
may regard the positive effect of pre-training with the secondary
loss a consistent trend. Though do note that it’s effect on action
match is minimal.

5.3 Results of RSSM Distillation

We first evaluate the student trained with seed 0 in terms of control
performance, compression, inference efficiency, and latent fidelity.
We then assess robustness across three training seeds on Air Raid
and Ms. Pac-Man in Section 5.3.4.

5.3.1 Control Performance (Q1). We evaluated the seed-0 student
and its teacher on 100 matched Air Raid evaluation seeds. As shown
in Table 2, the staged student achieved a mean return of 4131.75,
retaining 94.8% of the teacher’s 4358.75, measured using raw episode
returns.

The approximate 95% bootstrap intervals were [3838.74, 4425.00]
for the student and [4075.99, 4637.00] for the teacher. The paired
mean difference was —227.00 (95% CI: [—569.50, 113.01]), with the
student outperforming the teacher on 41 of 100 matched seeds and
tying on one seed. The interval includes zero but does not establish
equivalence or non-inferiority.

5.3.2  Compression and Inference Efficiency (Q2). Figure 1 shows
that RSSM compression reduces parameters from 95.48M to 13.92M
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Table 2: Mean Air Raid returns over 100 matched validation
seeds (6000-6099). Retention is relative to the teacher’s mean
return.

Model Mean Return  Retention
Teacher 4358.75 100.0%
LDD: joint training 4131.75 94.8%
LDD: teacher-width heads 1245.00 28.6%
LDD: compact heads 1243.75 28.5%
LDD: enlarged heads, A, = 10 1174.75 27.0%

(6.86x%). The counted model package decreases from 132.81M to
20.82M parameters, an 84.3% reduction (6.38x). This count includes
the encoder, RSSM, actor, reward and continuation heads, excluding
training-only components such as the decoder and critic.

As shown in Appendix B, Figure 6, the student achieves a 2.91x
inference speedup under the evaluated hardware and execution
conditions.

5.3.3 Latent Distribution Fidelity. Results (see Table 3, Appendix
B) show that joint adaptation preserves comparable latent fidelity:
prior KL changes from 2.99 to 2.75, posterior KL from 2.73 to 2.89,
and posterior agreement remains at 93.1%. Further details are pro-
vided in Appendix A.

5.3.4 Performance Across Training Seeds. To assess robustness, we
evaluate teacher—student pairs across three training seeds on Air
Raid and Ms. Pac-Man. Each model is evaluated on 100 matched
episodes using previously unseen environment seeds (6000-6099),
with no truncated episodes. Figure 3 shows episode returns and
paired differences with 95% confidence intervals.

On Air Raid, students retain 94.8%, 58.4%, and 87.5% of their
respective teachers’ mean returns for seeds 0, 1, and 2. Seed 1
shows the largest degradation, scoring 41.6% below its teacher.
Action traces reveal a strong directional bias: the student selects
RIGHTFIRE on 74.9% of teacher-controlled steps, compared with
30.4% for the teacher, and replaces 70.4% of the teacher’s LEFT
decisions with RIGHTFIRE. This suggests incomplete transfer of
movement behavior.

On Ms. Pac-Man, students retain 112.1%, 96.3%, and 108.9% of
their teachers’ mean returns for seeds 0, 1, and 2, respectively.
Unlike Air Raid, students outperform their teachers on two of the
three seeds. Seed 0 achieves 80.8% action agreement while exceeding
its teacher’s mean return by 12.1%, suggesting that imperfect policy
imitation can still produce favorable gameplay outcomes.

Overall, RSSM distillation preserves substantial teacher perfor-
mance in most evaluated configurations, but its effectiveness varies
across training seeds and environments.

5.4 Combining the Distilled Encoder and RSSM

We evaluate five configurations for combining independently dis-
tilled encoder and RSSM components on Air Raid: direct merging,
and encoder-only adaptation and joint fine-tuning, each with fixed
weights and with GradNorm. All configurations are evaluated over
100 matched episodes.
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Figure 2: Retention ratio (top) and action match with teacher (bottom) against encoder parameter count, with 0 and 5k secondary
steps (each followed by 5k primary steps). Points are means over 3 seeds; error bars show +1 standard deviation. Points are
offset slightly horizontally for readability. The asterisk marks the teacher.
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Figure 3: Air Raid (top) and Ms. Pac-Man (bottom) teacher-
student episode returns (left) and paired score differences
with 95% confidence intervals (right) across three training
seeds, evaluated over 100 matched episodes per model.

Direct merging achieves a mean return of 2085.75. Encoder-
only adaptation improves performance to 3032.25 (+45.4%) with
fixed weights and 3412.00 (+63.6%) with GradNorm, as illustrated
in Figure 4.

Joint fine-tuning achieves mean returns of 2895.75 (+38.8%) with
fixed weights and 3224.75 (+54.6%) with GradNorm. Their respec-
tive 95% bootstrap confidence intervals are [2548.23,3254.00] and
[2889.74, 3573.51].

Overall, encoder-only adaptation with GradNorm achieves the
highest mean return among merged configurations. These results
suggest that aligning the independently distilled representations
is important, while jointly updating all components does not yield
further improvement over encoder-only adaptation.

Air Raid: score survival curves

100% —— Direct merge

Encoder adaptation
— - Encoder GradNorm
- Joint fixed weights
— -+ Joint GradNorm

60%

Episodes with score = threshold

1000 2000 3000 4000 5000 601 00 8000 9000

Score threshold

Figure 4: Air Raid score survival curves for direct merg-
ing and encoder-only adaptation methods over 100 matched
episodes. Higher curves indicate better performance.

5.5 Comparison Against a 25M-Parameter
Model (Q3)

To assess whether distillation outperforms independent training at
a comparable model size, we evaluate our distilled configurations
against an undistilled 25M DreamerV3 model on 100 matched Air
Raid episodes.

As shown in Figure 5, all five merged variants contain 15.42M
parameters, compared with 15.71M for the undistilled 25M base-
line. The latter count excludes training-only components, such as
the decoder, critic, reward and continuation heads, retaining only
the parameters included in the deployment package. Despite their
smaller size, all merged variants achieve higher mean returns. En-
coder adaptation with GradNorm performs best, reaching 3412.00
compared with the baseline’s 1854.50, an improvement of 84.0% .

The student retaining the teacher’s frozen encoder achieves the
highest overall return of 4131.75, although its parameter count is
larger at 18.53M. Direct merging yields only a modest improve-
ment, whereas subsequent adaptation substantially improves per-
formance. These results suggest that distillation can provide better
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Figure 5: Air Raid performance versus deployment param-
eter count (left) and parameter distribution across model
components (right). Returns are averaged over 100 matched
evaluation episodes.

control performance than independent training at a comparable
parameter budget.

5.6 Discussion

Encoder Distillation: Encoder compression generally preserves
teacher performance across training seeds, with standard convo-
lutional students retaining over 90% of the teacher’s return and
action agreement. Secondary-loss pretraining further improves re-
tention and latent fidelity in most configurations. However, more
aggressive compression using depthwise separable convolutions
introduces greater performance variability, indicating a trade-off
between model size and behavioral consistency. We have also ob-
served that many S students outperformed L students. We speculate
that the S students may have happened to only captured the most
useful parts of the teacher and disregarded performance degrading
signals as a result of size reduction. Further experiments and more
game evaluation would be required to understand this behavior.

RSSM Distillation: RSSM compression is less reliable across train-
ing seeds than encoder distillation, suggesting that recurrent dy-
namics are more sensitive to compression. On Air Raid, retention
ranges from 94.8% in the seed-0 evaluation to 58.4% for seed 1,
indicating that effectiveness depends on the trained model. More-
over, matching latent distributions does not guarantee matching
behavior: despite strong prior and posterior matching, the com-
pressed RSSM agrees with the teacher’s actions in only 58.5% of
steps while retaining substantial return. This suggests that exact
action imitation is not necessary for maintaining task performance.
The occasional improvements over the teacher on Ms. Pac-Man
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may similarly indicate preservation of task-relevant information,
although these results may reflect evaluation variance and require
further investigation. Finally, a 6.38X parameter reduction yields
only a 2.91x inference speedup, showing that compression and
latency improvements are not proportional.

Merged Distillation: Independently distilled encoder and RSSM
components require additional adaptation to align their latent rep-
resentations. GradNorm outperforms fixed loss weights in both
merging strategies, suggesting that adaptive loss balancing is bene-
ficial for this alignment. Furthermore, all merged students outper-
form an independently trained DreamerV3 model of comparable
size, indicating that transferring teacher knowledge can be more
effective than training a small model from scratch. However, this
comparison is limited to a single game and baseline, and further
evaluation is needed to establish generalizability.

6 Conclusion

We investigated whether the deployed components of the Dream-
erV3 architecture - the encoder and the RSSM - can be compressed
through knowledge distillation while preserving the teacher’s be-
havior. Distilling the CNN encoder alone provided robust results:
with a secondary loss warm-up, students with up to 20x fewer en-
coder parameters retain at least 95% of the teacher’s score on both
Air Raid and Ms. Pac-Man (see Appendix B, Table 4). Depthwise
separable students reduce the encoder further at a larger and more
variable cost in performance. Compressing the RSSM reduces the de-
ployed model from 132.81M to 20.82M parameters (84.3% decrease),
which in turn yields a 2.91x speed-up, all while still retaining 94.8%
of its teacher’s mean return on Air Raid. Through different methods,
we adapt the independently distilled components to run them in
tandem, after which the merged students outperform an undistilled
DreamerV3 model of comparable size by up to 84%. This indicates
that distillation is a promising and more effective route to obtaining
compact agents than training small models directly.

Future Work: Future research could explore varying encoder and
RSSM sizes to identify the optimal trade-off between compres-
sion, inference efficiency, and control performance. Explainable
Al techniques could help identify redundant and task-relevant la-
tent representations, providing insights into performance degrada-
tion and guiding more effective distillation objectives. Evaluating
the distilled models on resource-constrained hardware would fur-
ther validate their practical efficiency in terms of latency, memory,
and energy consumption. Additionally, joint encoder—-RSSM distil-
lation, on-policy adaptation, multi-step dynamics matching, and
ablation studies on different loss signals could improve behavioral
consistency and robustness. Finally, the future work could discover
possible bottlenecks for the distilled Encoder and RSSM via testing
them in different environments with complex spatial and strategic

difficulty.

Limitations: Our evaluation covers only two Atari games and
three training seeds, with varying RSSM distillation performance.
The comparison with a smaller undistilled DreamerV3 is limited
to Air Raid, and inference efficiency is tested only on a desktop
GPU. Furthermore, reliance on offline replay data and separate
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encoder-RSSM distillation may limit behavioral fidelity and require
additional adaptation.
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Appendix
A History of RSSM Development

We compared several configurations during the development of the
RSSM distillation procedure. Initially, the compressed RSSM used
large teacher-width prediction heads or a frozen teacher actor with
an adapter. Although these configurations reduced the RSSM size,
the additional heads and adapters limited overall compression. We
therefore introduced compact trainable heads operating directly
on the student state. A subsequent configuration increased head
capacity and the action-imitation weight to investigate whether
stronger policy supervision could improve control performance.

During development, we also identified and corrected a mixed-
precision burn-in issue that prevented gradients from reaching
important recurrent and posterior weights. Following this correc-
tion, KL-only training achieved strong latent-distribution matching.
We then initialized joint training of the RSSM, actor, and prediction
heads from the KL-only checkpoint, aiming to preserve latent fi-
delity while improving action selection. This configuration achieved
the highest evaluated student return.

B Extended Results

As shown in Table 3, joint adaptation maintained comparable latent-
distribution fidelity while substantially improving teacher-action
agreement through student actor training.

Table 3: Replay distribution fidelity before and after joint
adaptation for seed 0. Lower KL and higher agreement are
preferable. The KL-only checkpoint has an untrained actor.

Metric KL-only  Joint
Prior KL 299 275
Posterior KL 2.73 2.89
Posterior agreement 93.1% 93.1%
Teacher-action agreement 19.6% 58.5%

Table 4: Retention ratio and action match with the teacher for
each game, with 0 and 5k secondary steps (0 sec., 5k sec.; each
followed by 5k primary steps). Values are mean + standard
deviation over 3 seeds; action match is given in percent. sep:

depthwise separable convolutions.

Ning et al.

Table 5: Quality of student latent states for each game, with
0 and 5k secondary steps (0 sec., 5k sec.; each followed by
5k primary steps). The teacher’s frozen RSSM is run on the
student embeddings over 64-step windows of the validation
split. Post. KL: Dx;, between teacher and student posteriors
over z; (secondary loss £,); h L2: L2 distance between teacher
and student recurrent states (L}). Values are mean + standard
deviation over 3 seeds.

Retention ratio Action match (%)

Encoder 0 sec. 5k sec. 0 sec. 5k sec.
Air Raid
L 0.95 £ 0.06 0.97 £0.06 93.5+1.2 940+ 14
S 0.94 £ 0.05 0.98 £ 0.04 923+1.2 92.7+1.8
XS 0.91 £0.02 0.95+0.03 90.4+ 1.6 90.9+1.9
S, sep 0.91 £ 0.03 0.94 £ 0.05 87.5+1.9 87.1+2.7
XS, sep 0.84 £0.02 0.90 £ 0.05 83.1+23 84.7 £3.5
Ms. Pac-Man
L 0.91 £0.04 0.94 £0.03 92.6 £3.7 94.2+1.2
S 0.97 £0.03 0.98 +£0.06 929+1.4 93.2+1.7
XS 0.92 £ 0.08 0.96 £ 0.07 91.5+1.6 92.2+1.5
S, sep 0.81+£0.19 0.85+0.15 83.6 £6.2 84.1 £4.0
XS, sep 0.73 £0.12 0.73 £ 0.05 77.6 £4.9 78.9 £3.0

Post. KL hL2
Encoder 0 sec. 5k sec. 0 sec. 5k sec.
Air Raid
L 2.64+0.23 2.33+0.17 7.6 £1.6 7.0 2.7
S 3.68 + 0.60 3.20 +0.02 119+ 1.5 10.1+2.8
XS 5.08 £0.31 4.79+£0.17 19.5+3.7 18.7+ 4.4
S, sep 7.53 £0.44 7.73 £0.43 33.2+8.3 36.8 +12.4
XS, sep 12.65 + 2.47 10.30 + 1.36 60.7 = 14.4 49.6 +£21.5
Ms. Pac-Man
L 4.50 £ 2.26 3.18 £ 0.05 20.0 + 14.3 13.1 £ 2.0
S 4.62 +£0.70 4.45+0.51 18.5+4.2 18.3 £5.0
XS 5.88 £0.14 5.35+£0.51 23.9+3.1 21.6 £2.0
S, sep 13.99 +3.71 13.43 +3.24 86.8 +38.2 87.1+33.2
XS, sep 20.90 £ 2.30 18.81 + 2.47 159.5 + 22.9 147.8 £ 20.2

Tables 4 and 5 report the students’ retention ratio plus action
match, and mean posterior KL plus mean difference in history states
respectively. Figure 6 summarizes the inference time of all encoders
on an RTX 4080 Laptop GPU.

BN Mean | P95

) RSSM action path Throughput

Teacher | 42.84
Student 124.77

30 0 50 100 150
Actions/s

Latency (ms)

) Encoder only Throughput

Teacher | 507.5
702.4
706.1
707.9
S, sep 655.7
XS, sep 618.1

500 1000
Frames/s

Latency (ms)

Figure 6: Inference efficiency on an RTX 4080 Laptop GPU
using float32 inference. (a) RSSM action-selection latency
and throughput. (b) Encoder latency and throughput across
model sizes. Bars show mean latency, black markers indicate
P95.
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Figure 7: DreamerV3 at a single timestep. The world model (left) encodes the frame x; into z;, which together with the recurrent
state h; forms the model state s;; the actor and critic (right) operate on s;. Blue components are executed at deployment, grey
components are used only during training.
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Figure 8: Overview of both distillation settings around the frozen DreamerV3 teacher (middle). Top: encoder distillation
(Section 4.1), where only the student CNN ency, is trained and the posterior, actor and GRU are frozen teacher modules; orange
losses L., £, form the secondary (stage 1) loss and £, £, the primary (stage 2) loss. Bottom: RSSM distillation (Section 4.2),
where the student reuses the teacher’s CNN embedding e; and trains a compressed RSSM (h; € R**) with its own actor, reward
and continuation heads; purple losses are the prior and posterior KL (both stages), soft action imitation (stage 2), and reward
and continuation losses on replay data (stage 2).
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